Cover Sheet: Inference for Proportions (Chapters 19, 20)

Objective

We want students to practice constructing confidence intervals and performing hypothesis tests.  In addition, this activity stresses interpretation of confidence intervals and comparison and application of results in context.  

The Activity

Prior to assigning this activity, students should have a background in sampling distributions and an introduction to constructing confidence intervals for proportions.  They should understand the difference between 
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, although this activity may help them grasp the difference.  For the second part of the activity, students should have an introduction to hypothesis testing.  The activity discusses the connection between CIs and hypothesis testing, but it is not necessary that the students see this beforehand.

In this activity, students are trying to determine whether Mars, Inc. is accurate in its claim that 20% of plain M&Ms are orange.  The data for this activity are collected by students in small groups.  Each group takes a sample of M&Ms (how many is determined by the class) and counts what percentage are orange.  They construct and interpret different CIs based on their sample.  Then they are asked to compare their results (and the entire class’ results) to what we expect given Mars, Inc.’s claim. 

The second part of the activity explores this question through hypothesis testing.  Since this is probably the first activity that students have done with testing, they are taken step-by-step through the process.  Again, they interpret their results and compare to those of the entire class, Mars, Inc., and their own results from Part I.

Assessment

The activity is not structured to include any formal assessment.  However, assessment can certainly occur through discussion, both class-wide and one-on-one.  Several parts of this activity lend themselves to discussion.  The first section (on checking conditions) is meant as a whole-class discussion and decision-making process.  The interpretation of CIs and conclusions from testing will probably lead to spirited discussions among group members, as will #5b in Part I.  Questions 6 and 7 (Part I) and question 5 (Part II) require the whole class to report and discuss their results and what conclusion they can make about those results.

More formal assessment will generally occur later in quiz or exam questions.  Questions will most likely give students a sample statistic and require them to construct a CI or perform a hypothesis test at some confidence level.  Another type of question could give a CI and the results of a hypothesis test and ask students to compare the results, or explain how the two are related.

Teaching Notes

· This activity is designed for in-class, group work.  As mentioned above, parts of the activity work best as small-group or whole-class discussion; they would not be as helpful in an individual, out-of-class situation.  The activity works extremely well with pairs or groups of three.  

· This activity is not dependent upon any particular choice of technology.  In fact, it requires no higher statistical package – all work can be done on a basic calculator, with access to a standard normal table.

· Each part of the activity takes approximately 40 – 50 minutes.

· As mentioned above, several parts of this activity are written to foster (in fact, require) whole-class discussion.  The instructor should encourage (and be prepared for) differences in ideas and opinions.  For this reason, time constraints may be an issue; instructors should budget time wisely so that this discussion time does not suffer.

Activity: Inference for Proportions (Chapters 19, 20)

Mars, Inc. claims that their plain M&Ms© are made up of a certain percentage of orange, blue, green, yellow, red, and brown candies.  In this activity, we will explore whether this claim is true.

Part I: Confidence Intervals

1. How will we sample the M&Ms© to make sure that all our assumptions/conditions are met?

a. Plausible independence condition 

b. Randomization condition

c. 10% condition – is the sample size no more than 10% of the population?

d. Success/failure condition – do we have at least 10 successes and 10 failures?

Decide, based on these, how we will sample, including how many M&Ms© per person.  

2. Count the number of orange M&Ms© in your sample:  

If we’re interested in the proportion of all M&Ms© that are orange, what are the parameter,
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, and the statistic,
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?  What is your value of 
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3. Estimate the standard error for your 
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.  (Hint: Remember the sampling distribution of 
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from Chapter 18.)

4. Construct a 68% CI and a 95% CI for
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, the true percentage of M&Ms© that are orange.  Remember to interpret these intervals in context!

5. Mars, Inc. claims that 20% of plain M&Ms© are orange (http://us.mms.com/us/about/products/milkchocolate/).  Did your 68% CI contain the 
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 figure advertised by the company?  Did your 95% CI contain this figure?

a. Based on your intervals, does 
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 seems reasonable?

b. How big would your CI have to be so that 
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 is within the limits?  That is, what is the confidence level of the narrowest interval that still contains 0.2?  

6. We’ll now look at everyone’s intervals:

How many of the classes’ intervals include 
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?  How does this compare with what we expect?

Of the intervals that don’t include 0.2, how many are too high (above 0.2)?  How many are too low?

7. Discuss: Do you think that there are, in fact, 20% orange M&Ms©?

Part II: Hypothesis testing

In Part I, we constructed confidence intervals to determine whether Mars, Inc. was telling the truth about the proportion of orange M&Ms©.  Now we’ll attempt to answer this same question in a more rigorous way.

1. How will we check if the facts are consistent will what Mars, Inc. claims?  What parameter are we testing?

Hypotheses:

2. Model: 

What kind of test will we do here?

Are the appropriate conditions satisfied?  

What is our null model?

3. Mechanics:

You want to compare your data to what we’d expect if the null model were true.  Thus, your z-value is…

…and your p-value is…

4. …which leads you to conclude…

5. Discuss: Does this agree with what you decided in Part I about Mars, Inc.’s claim?  What about everyone else?  How many of your classmates rejected the null hypothesis?

Activity: Inference for Proportions (Chapters 19, 20) Instructor Solutions

Mars, Inc. claims that their plain M&Ms© are made up of a certain percentage of orange, blue, green, yellow, red, and brown candies.  In this activity, we will explore whether this claim is true.

Part I: Confidence Intervals

1. How will we sample the M&Ms© to make sure that all our assumptions/conditions are met?

a. Plausible independence condition 

Since the population of M&Ms is so vast, we can assume that our sampling is not imposing any dependence.  Our M&Ms are from the same bag, and they may be a worry with respect to independence.  

b. Randomization condition

We must sample in a way that is random: pouring the candies from a bag or using a random dispenser are possibilities.

c. 10% condition – is the sample size no more than 10% of the population?

Check.

d. Success/failure condition – do we have at least 10 successes and 10 failures?

We must sample enough M&Ms to insure that np>10.  Since p=.20, this means that at least 50 M&Ms is necessary.  Thus, you might want to put the students in pairs or small groups, in the interest of time and money. 

Decide, based on these, how we will sample, including how many M&Ms© per person.  

2. Count the number of orange M&Ms© in your sample:  x
If we’re interested in the proportion of all M&Ms© that are orange, what are the parameter,
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, and the statistic,
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?  What is your value of 
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p = proportion of all M&Ms that are orange
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= proportion of M&Ms in my sample of size n that are orange = x/n

3. Estimate the standard error for your 
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.  (Hint: Remember the sampling distribution of 
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from Chapter 18.)
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4. Construct a 68% CI and a 95% CI for
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, the true percentage of M&Ms© that are orange.  Remember to interpret these intervals in context!

68% CI: 
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95% CI: 
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Interpretation: 

We are 68% confident that the true proportion of orange M&Ms is between ___ and ___.


Or 


If this experiment was repeated many times, each time drawing x M&Ms, finding the proportion of those that were orange, and constructing a 68% confidence interval, we would expect 68% of those intervals to contain
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, the true proportion of orange M&Ms.

5. Mars, Inc. claims that 20% of plain M&Ms© are orange (http://us.mms.com/us/about/products/milkchocolate/).  Did your 68% CI contain the 
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 figure advertised by the company?  Did your 95% CI contain this figure?

a. Based on your intervals, does 
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 seems reasonable?

If their interval contains 0.2, they will certainly say it is reasonable.  If the interval doesn’t, they may say that it’s reasonable (it almost contains 0.2, this is only one sample) or unreasonable (0.2 is not anywhere near the interval).

b. How big would your CI have to be so that 
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 is within the limits?  That is, what is the confidence level of the narrowest interval that still contains 0.2?  

For a given 
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:
Recall that the general form of a CI is 
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.  We want 0.2 to be on the “edge” of this interval.  If 
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 and solve for z*.  (If 
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 and solve for z*.)  This will give the z* for the narrowest interval that contains 0.2.  Then use the standard normal table to find the corresponding confidence level.

6. We’ll now look at everyone’s intervals: *Talk about why we do this.
How many of the classes’ intervals include 
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?  How does this compare with what we expect?

Of course, we expect 68% (95%) of the CIs to contain p.

Of the intervals that don’t include 0.2, how many are too high (above 0.2)?  How many are too low?

We’re asking this because it may be that your class has values that are systematically too high or too low, leading to the conclusion (below) that there are more (or less) than 20% orange M&Ms.

7. Discuss: Do you think that there are, in fact, 20% orange M&Ms©?

Obviously, this will depend on your classes’ results.  Things to point out include how many high/low intervals there are (see above), issues with sampling, etc.

Part II: Hypothesis testing

In Part I, we constructed confidence intervals to determine whether Mars, Inc. was telling the truth about the proportion of orange M&Ms©.  Now we’ll attempt to answer this same question in a more rigorous way.

1. How will we check if the facts are consistent will what Mars, Inc. claims?  What parameter are we testing?

Hypotheses:
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We have no a priori reason to believe that 
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 specifically, so test the general alternative.

2. Model: 

What kind of test will we do here?

Two-sided one-sample proportion

Are the appropriate conditions satisfied?  

Plausible independence: As mentioned above, there might be issues with this.  Proceed with caution.

Randomization: We tried to achieve this through our sampling method.

Success/failure: Hopefully, everyone had (almost) 10 orange M&Ms in their samples.

10%: n is certainly less than the entire population of M&Ms.

What is our null model?

The sampling distribution of 
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is Normal with mean = 
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.  Remember to stress that in a hypothesis test, we assume H0 is true.

3. Mechanics:

You want to compare your data to what we’d expect if the null model were true.  Thus, your z-value is…
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…and your p-value is…

p-value = 
[image: image41.wmf]|)

|

(

2

z

Z

P

>


4. …which leads you to conclude…

Talk about what α level they compared this to.  Don’t institute mindless 
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 rule with no justification!

5. Discuss: Does this agree with what you decided in Part I about Mars, Inc.’s claim?  What about everyone else?  How many of your classmates rejected the null hypothesis?

Here, have them look at whether they reached the same conclusion as in Part I.  This should lead to a discussion on the relationship between CIs and hypothesis testing.  The number who rejected here should be (almost) the same as those who had intervals not containing 0.2.
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